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The dynamic and unpredictable nature of network environments poses a significant challenge for
distributed systems, particularly those relying on consensus algorithms for state management and
fault tolerance. To address this challenge, this article introduces a novel simulation model designed
to study the impact of unstable network connections on clusters running consensus algorithms. The
model is engineered to mimic varying degrees of network instability, including latency fluctuations
and connection disruptions, which are characteristic of real-world distributed systems. Our proposed
model represents a significant advancement in the simulation of distributed networks. It employs a
sophisticated network emulation layer capable of generating a wide spectrum of unstable network
conditions. The core of the model is a highly configurable consensus mechanism simulator that
allows for the adjustment of key parameters such as heartbeat intervals, election timeouts, and
message loss rates. This level of configurability enables a comprehensive analysis of consensus
behaviors under different network scenarios. The article focuses on the methodology behind the
development of the model, detailing the theoretical underpinnings and the implementation strategies
used to ensure a realistic representation of network instability. We also discuss the potential
applications of the model, which extend beyond academic research into practical domains where
distributed ledger technologies and distributed databases are prevalent. Through the deployment of
this model, researchers and system architects can gain deeper insights into the resilience and
adaptability of consensus algorithms. The model serves as a tool for preemptively identifying and
addressing potential issues in distributed systems, facilitating the development of more robust and
reliable technologies. In summary, the article showcases the design and capabilities of a new model
that enables an in-depth understanding of the delicate interplay between network instability and
consensus efficiency. By focusing on the model itself, the article aims to lay a foundation for future
studies and improvements in the field of distributed systems.

Keywords: consensus algorithms, network instability, fault tolerance, simulation model, distributed
systems.

1. Introduction

In the intricate world of distributed computing, the resilience and efficiency of consensus algorithms
are of utmost importance. These algorithms form the backbone of a wide array of critical applications, from
the underpinnings of blockchain technology to the orchestration of distributed databases. Yet, one of the

© . N . . .
2024 HauioHanbHul yHiBepcuTeT “JIbBIBChKA MOTITEXHIKA”



Development of network simulation model for evaluating the efficiency of distributed consensus taking... 11

most pressing challenges these systems face is the unpredictability of network conditions, which can
severely impact their performance and reliability.

While much of the existing research on consensus algorithms focuses on optimizing algorithmic
efficiency and enhancing fault tolerance, there's a significant oversight regarding the influence of network
instability. This oversight is particularly glaring, given that real-world networks are frequently subject to
fluctuations and disruptions [1].

In this article, the aim to bridge this gap by introducing a sophisticated model specifically designed
to assess the impact of unstable network connections on the functioning of consensus algorithms within
clusters. This model, offers a unique simulation environment that enables the precise control of network
stability variables. This controlled setting is ideal for examining how consensus algorithms react to various
degrees of network stress.

Here, the focus is on meticulously outlining the design and potential applications of this model,
deliberately avoiding the full presentation of empirical results at this stage. The goal is to provide a detailed
understanding of the model’s architecture and operational capabilities. This foundational work is intended
to prepare the ground for future empirical studies that will test consensus algorithms under different
network conditions.

The article introduces a new tool to the academic community and invites collaborative exploration
[2]. Validation of the model is anticipated to be a collective effort, with researchers applying the model
across a wide variety of network scenarios to fully assess its utility. It is hoped that this model will work to
significantly advance understanding of consensus algorithms and how they might be most effectively and
efficiently optimized to navigate real-world network contingencies.

By following this approach, it is hoped that a more nuanced, deeper understanding of consensus
algorithms can be fostered, leading to the creation of distributed systems that are far more robust in the
presence of the inherent instability of networks.

2. Background and related work

In the quest for reliable distributed systems, the robustness of consensus algorithms under adverse
network conditions has emerged as a paramount concern. These algorithms are the linchpin of distributed
computing, enabling nodes in a network to reach agreement on a single value despite faults or
discrepancies [3]. This section lays the groundwork for understanding the importance of consensus
algorithms, the impact of unstable network connections, and the state of research in modeling these
conditions, thus contextualizing our novel model's contribution to the field.

Consensus algorithms, such as Paxos, Raft, and Byzantine Fault Tolerance (BFT) mechanisms, are
central to the operation of distributed systems. They ensure data consistency and system reliability by
enabling nodes to agree on a single version of the truth, even in the face of failures. While Paxos and Raft
are celebrated for their fault tolerance and ease of understanding respectively, BFT algorithms address the
challenge of malicious actors, making systems resilient to a broader range of threats. Despite their
strengths, these algorithms' effectiveness is significantly compromised by unstable network conditions,
which can disrupt the delicate balance of distributed consensus.

Unstable network connections, characterized by high latency, packet loss, and network partitions,
pose significant challenges to consensus algorithms. These conditions can lead to increased message
delays, lost updates, and even conflicting decisions within a distributed system, undermining its integrity
and performance. The literature has extensively explored these challenges, highlighting the need for robust
solutions that can withstand such adversities. However, existing research often falls short of providing
comprehensive models that accurately reflect the complexities of real-world network instability.

The pursuit of algorithms and systems capable of withstanding the unpredictable nature of network
instability has led to various innovations in distributed computing [3—6]. Researchers have explored
mechanisms to enhance resilience, such as adapting consensus protocols to tolerate higher degrees of
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network variability and incorporating predictive models to mitigate the effects of disruptions [7]. These
advancements represent significant strides towards more resilient distributed systems, yet the quest for a
solution that can fully navigate the complexities of network instability continues [8—12].

The development of sophisticated simulation tools has been instrumental in understanding and
improving the resilience of consensus algorithms. These tools enable researchers to model and evaluate the
behavior of distributed systems under a wide range of network conditions, providing valuable insights into
their performance and limitations. By simulating complex scenarios that mirror real-world challenges,
researchers can identify potential weaknesses and refine algorithms to better resist network disruptions. The
evolution of simulation techniques has thus played a critical role in advancing the field of distributed
computing.

The reliability of consensus algorithms in the face of network instability is a critical concern for the
future of distributed computing. By providing a detailed overview of the challenges and the advancements
in resilience and simulation techniques, this section sets the stage for our contribution: a novel model that
offers unprecedented insight into the resilience of consensus mechanisms under adverse network conditions
[2]. Through this work, the aim to empower researchers and practitioners with a tool that can drive the
development of more robust and reliable distributed systems, ensuring their effectiveness even in the most
challenging environments.

Model is predicated on a thorough understanding of the network behavior within a distributed
cluster, particularly focusing on the consensus algorithm's response to unstable network conditions.

To accurately simulate consensus algorithm behaviour, it's essential to base our models on real-
world network dynamics. This foundation is vital for creating simulations that closely mirror actual
network conditions, enhancing their reliability and predictive accuracy. Moving forward, the focus will
shift to continually refining this model, incorporating new data to ensure it is relevant and effectively
capture the complexities of network behavior. This iterative process is key to developing simulations that
can guide the optimization of distributed systems with precision.

3. Network delay analysis

For an accurate simulation of consensus algorithm behavior, basing model on real-world network
dynamics is crucial. This foundation ensures that simulations closely resemble actual network conditions,
thus improving their reliability and predictive accuracy. As an initial step, conducting research on the
nature of network delays should be prioritized.

In this study, a comprehensive dataset from an extensive network stability analysis, meticulously
documented in a Kaggle notebook by Gary Stafford, was leveraged [13]. This dataset was specifically
designed to capture and visualize the timing variability inherent in LAN network connections to the
Internet, facilitating a nuanced understanding of delay distributions within such networks. By employing
ping response timings collected at 10-second intervals from a variety of [oT collection devices, the dataset
offers a dual perspective, encompassing both the 2.4 GHz wireless and 100 Mbps ethernet networks. These
timings, recorded on their journey to the local Internet router and onward to the first-hop server on the
Internet, serve as a pivotal foundation for modeling network behavior. The presence of gaps within this
time-series data provides unique insight into the occurrences of outages, either within the LAN itself or
concerning the router's capacity to maintain Internet connectivity. Utilizing the ICMP protocol's
ECHO REQUEST and ECHO RESPONSE datagrams ensures the accuracy and reliability of these
measurements. In this research, the dataset played a crucial role in simulating delays within the model. The
data itsel presented on Fig. 1.

After analyzing the data presented in the figure, one cannot help but say that cleaning is very
evidently required over here. So, here comes an updated dataset which is presented in the Fig. 2, where the
outliers are carefully wiped off.
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Fig. 1. Filtered average ping times over time
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Fig. 2. Filtered average ping times over time

To capture the fundamental characteristics of the data transformation is requred. The Fig. 3 is a
combined illustration using histograms and boxplots, which are used to display distribution of a data set.
The first part of this diagram depicts "Local Avg Ping Times Histogram" compared with "Local Avg Ping
Times Boxplot"; the second one shows the "Remote Avg Ping Times Histogram" and "Remote Avg Ping
Times Boxplot" Histograms pictorially provide the view of frequency data distribution over some interval
basis, whereas boxplots give a graphical summary of data quartiles, median, and any kind of outliers.
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Fig. 3. Comparative analysis of local and remote average ping times:

histograms and boxplots
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Figure 4 also provides insights, it represents the density estimation of the data's distribution, showing
the probability density of the ping times. The width of each violin varies with the frequency of
observations: wider sections of the violin indicate a higher concentration of data points (a higher
probability density), while narrower sections indicate fewer observations.
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Fig. 4. Violin plots of local vs remote average ping time distribution

After an initial examination, it is clear that the data exhibis a concentrated range of lower ping times
for both local and remote connections, with outliers extending to higher values. The density plots suggest a
steep peak at lower milliseconds, indicating a rapid drop-off in frequency as ping time increases.
Nevertheless, it is still not clear which distribution the data follows; further tests are required.

To model network behavior, we need to understand the distribution that the data follows; thus,
conducting a more thorough statistical analysis is required.
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Fig. 5. Comparative statistical analysis of log-transformed local and remote ping times:
histograms and quantile-quantile plots

Our analysis commenced with the extraction of network delay data, specifically focusing on the average
local (local _avg) and remote (remote_avg) delays. The dataset comprised measurements from numerous nodes
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within a distributed network, aiming to capture a comprehensive representation of delay variations. To scrutinize
the distribution of these delay metrics, we employed logarithmic transformation (Fig. 5), a technique that
facilitates the comparison of empirical data distributions with the log-normal model.

The transformed data were visualized through histograms and quantile-quantile (Q-Q) plots, with the
former illustrating the frequency distribution and the latter assessing the fit against a theoretical normal
distribution. Both the local_avg and remote_avg delay data, upon transformation, exhibited characteristics
reminiscent of a log-normal distribution. Specifically, the histograms revealed a skewness that, once
transformed, aligned more closely with the symmetry expected of a normal distribution. Correspondingly,
the Q-Q plots further supported this observation, where the data points largely adhered to the linearity
indicative of a normal distribution in logarithmic space.

In assessing the normality of data distributions within our analysis, the Shapiro-Wilk test stands as a
critical statistical tool. This test evaluates whether a sample comes from a normally distributed population,
leveraging the test statistic /', defined by formula 1:

(iaix(i)jz
W = \i=l ’
i(xl. - ’_‘)2

i=1

(1

where 7 is the sample size, x; — denotes the ordered sample values, x represents the sample mean, and g,

are coefficients derived from the expected values of the order statistics for a normal distribution.

Parametr W statistic close to 1 suggests that the data are well approximated by a normal distribution,
while values significantly lower than 1 indicate deviations from normality.

Upon applying the Shapiro-Wilk test to dataset, specifically examining the avr_local and avr_remote
variables, the test yielded W statistics that significantly deviate from the value indicative of a normal
distribution. For avr local, the W statistic suggests a substantial departure from normality, asserting the
data's non-normal distribution. Similarly, the avr remote dataset's W statistic corroborates this finding,
further affirming the non-normal character of the distribution.

Despite the statistical tests' stringent rejection of normality in the log-transformed data, the overall
analysis suggests a log-normal distribution's viability for approximating network delay in consensus
algorithm models. The empirical evidence, particularly the visual analyses, underscores the potential of
utilizing log-normal parameters to simulate network delay. This approximation can significantly enhance
model accuracy, offering a more realistic representation of network dynamics in distributed systems.

Incorporating a log-normal approximation of network delay into simulation models can provide
researchers and practitioners with a robust tool for predicting and analyzing consensus algorithm
performance under varied network conditions. Future research may explore refining these approximations
and investigating their implications on consensus efficiency and system resilience.

This investigation paves the way for a nuanced understanding of network delay dynamics,
advocating for a statistically informed approach to modeling in the realm of distributed consensus
algorithms.

4. Simulation model description for evaluating distributed consensus under network fluctuations

To examine the problem of constant leader reelection, the simulation model was built [2]. It consists
of 5 nodes linked in cluster where each node has a connection to other nodes (Fig. 6).

In the leader-based consensus algorithms (i.e Raft), the heartbeat step consists of signals sent by the
leader to all followers at regular intervals [9]. This maintains the leader's authority and prevents new
elections. Heartbeats demonstrate that the leader is operational and aid in synchronizing the cluster without
data transfer, this step represented on Fig. 7. Should a follower not receive a heartbeat within a specified
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timeframe, it may initiate an election (cluster reconfiguration) to select a new leader. This mechanism is
crucial for the cluster's stability and reliability.
The idea is to use a log-normal distribution generator to simulate
delays among nodes, launch the heartbeat step of the algorithm, and
assess whether reconfiguration is performed, using the law of large
numbers (LLN) to determine whether the reconfiguration is triggered,
where law of large numbers can be represented by formula 2:

1
Xn:—(Xl+...+Xn);Xn—>u as n —> o, ()
n

3
020

where: X — average of X,...X, values; n — number of experiments; p —

actual probability.

In this case considered a log-normal distribution to simulate
delay among nodes. This is a realistic choice because network delays
often exhibit a log-normal distribution (discussed abow), as they are
oloreal typically non-negative and can have a long tail, where most of the
delays are short but there are occasional long delays. By simulating
delays in this way, it is possible to generate a wide range of scenarios

Fig. 6. Proposed model cluster
configuration

[

Heartbeat

Follower 2

i

kit to test the robustness of distributed system.
When the LLN applied to this situation, binary outcome is
_— obser'ved, Whether reconfiguration is triggered by th'e consensus
algorithm in response to these delays. The LLN will allow to

understand the probability of reconfiguration being triggered over a
large number of simulated heartbeat steps.

By employing the LLN, over many iterations, the proportion of
times that reconfiguration is triggered will approach the expected
e probability of triggering. This method will give more accurate picture
of the algorithm's behavior under 'normal' conditions, with many nodes
and interactions. It also helps in assessing the stability of the system; if

Fig. 7. Leader-node heartbeat reconfiguration is consistently triggered under certain simulated
communication diagranm conditions, it suggests that the system is sensitive to those conditions.
Additionally, using the LLN in this way can help in the fine-
tuning of the algorithm. For instance, if it is found that reconfiguration is triggered too often or not as
frequently as required, one could decide to adjust the parameters of the algorithm.

In summary, the law of large numbers is a good choice for assessing binary outcomes such as
'reconfiguration triggered/not triggered' in distributed systems. It provides a solid theoretical foundation for
anticipating how the system will behave over time, which is crucial for ensuring the reliability and
efficiency of the reconfiguration process.

Heartheat
Follower 4

i

Heartbeat

]

The final model’s flow depicted on Fig. 8.

The calibration of model parameters plays a pivotal role in the simulation of distributed systems.
This discussion begins by emphasizing the importance of selecting appropriate inputs, particularly election
timeout and network stability, to accurately assess system performance.

Choosing the election timeout value in distributed systems, particularly in the context of network
delays, requires a practical approach that accounts for the variability and unpredictability of network
performance. The goal is to set a timeout that is long enough to avoid unnecessary leader elections due to
transient network issues but short enough to ensure timely failover in the event of actual leader failures, so
this task is specific to the system and network state at the moment and requires constant system
administrator attention.
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The leader sends a heartbeat to
followers over the network

A log-normal distribution is used to simulate network behavior, which introduces variability in network latency

The heartbeat acknowledgment by the
followers is affected.

This condition leads to either a success or failure in communication

Binary outcome - indicates whether
the cluster is to be reconfigured

Outcomes observed over multiple trials

The Law of Large Numbers is
applied over many iterations

Converges to true probability of event

'

Estimate the probability () of cluster
reconfiguration

Fig. 8. Flowchart for estimating the probability
of cluster reconfiguration due to network latency

A common recommended approach is to set the election timeout significantly higher than the
maximum observed network delay, including a buffer to accommodate variability and unexpected spikes.
This buffer ensures that transient network issues do not lead to leader elections, which can destabilize the
cluster and impact performance. Having this buffer still not prevents the system from reconfiguration since
network stability can change overtime, so for our simulation it is crucial to understand how system works
on the edge of its capabilities, to examine this we will set the election timeout to the constant value in our
case (3475 milliseconds, it is assumed that cluster is geographically dispersed) and set reconfiguration
timeout to 0.9 of network delay max upper limit. In this case min and max limit of delays for network
simulation equal to 700ms and 3475ms respectively, and simulation is performed 3000 times to assert
model is stable, the result is depicted on picture 9.

0.020

0.015
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0 500 1,000 1,500 2,000 2,500 3,000
x

Fig. 9. Assessment of cluster reconfiguration possibility
over 3000 experimental trials

As we see no dynamics exist and value converges to 0.01 meaning that there is 1% chance that
cluster will reconfigure itself with each heartbeat sent to nodes, so now it is possible to predict how cluster
will behave in specific network conditions and cluster parameters.
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Conclusion

This study introduced a novel simulation model to assess the impact of network instability on
consensus algorithms within distributed clusters. Our investigation highlights the model's ability to emulate
various degrees of network instability, including latency fluctuations and connection disruptions, providing
valuable insights into the resilience and adaptability of consensus mechanisms under adverse conditions.
The findings underscore the importance of incorporating realistic network behavior simulations to enhance
the robustness and reliability of distributed systems. Future research should focus on expanding the model's
applicability to more complex network scenarios and exploring the integration of additional consensus
algorithms. By advancing our understanding of consensus mechanisms' performance in unstable networks,
we can contribute to the development of more fault-tolerant distributed systems, ensuring their
effectiveness in real-world applications.

Moreover, the study suggests a promising avenue for future work in the development of hybrid
consensus mechanisms. These mechanisms could dynamically adjust their operational parameters in
response to real-time network conditions, potentially offering a balanced approach to achieving both high
performance and reliability in distributed systems. By exploring these adaptive strategies, we can lay the
groundwork for creating more robust and efficient distributed systems capable of operating reliably within
the increasingly complex and unpredictable landscapes of modern networks.

Additionally, there is a pressing need for comprehensive investigations into how variations in
network behavior influence the performance and reliability of consensus algorithms. This study's
simulation model presents a pioneering tool for such inquiries, offering the capability to meticulously
replicate diverse network conditions and their impacts on consensus processes. Through the utilization of
this model, researchers can dissect the nuanced dynamics between network instability and consensus
algorithm behavior, uncovering insights vital for the enhancement of distributed systems' resilience.
Embracing this avenue of research holds the promise of significantly advancing our understanding and
optimization of consensus mechanisms in the face of network variability.
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PO3POBKA IMITAIIMHOI MOJEJII MEPEXKI JIJISI OIIITHKA
E®EKTUBHOCTI PO3IIOAIJIEHOI'O KOHCEHCYCY
3 YPAXYBAHHSAM HECTABIVIBHOCTI MEPEXXEBHUX 3’€/IHAHD

Cranicnas Kypagesb
Hayionanvnuii ynieepcumem «Jlvsiscoka nonimexuixay, eyn. C. banoepu, 12, 79013, Jlvsis, Ykpaina

JuHamiunuii 1 HemepemnOadyBaHHWN XapaKTep MEPEKEBUX CEPEAOBHIN CTBOPIOE CEPHO3HY
MpoOJIeMy /I PO3MOMIICHUX CHUCTEM, OCOOJHBO U THX, SIKi MOKJIAJAlOThCS Ha KOHCCHCYCHI
aITOPUTMU ISl YIIPABIIIHHS CTaHOM 1 BigMoBocTiiikocTi. 11{o0 BupimmuTH 1110 ipodiieMy, y cTarTi
MIPE/ICTaBJICHO HOBY IMITAlliifHy MOHENb, NpH3HA4YEeHY MJIsi BUBUEHHS BIUIMBY HECTAOUIBHUX
MEpeXeBUX 3’€HaHb Ha KIACTEpH, SKi BUKOHYIOTh KOHCEHCYCHI aJlrOpUTMH. Mozeiab CTBOPEHO
JUTS iMITamii pi3HOTO CTYNEHS HEeCTaOULIBHOCTI MEpEeXi, BKIIOYHO 3 (UIYKTYaI[l€l0 3aTPUMKH Ta
MOPYIIEHHSIM  3’€IHAHHS, W10 XapaKTepHO JUIsi PO3MOJIUICHHX CHCTEM pEIRHOr0 4acy.
3anpornoHoBaHa HAMU MOJIEIb € 3HAYHUM TPOrPECOM y MOJEIIOBaHHI pO3IOIiIeHnX Mepex. Bona
BUKOPDHCTOBYE CKJIQIHUA pIBEHb EMYILii Mepexi, 37aTHa TeHepyBaTH IIHUPOKUI CIIEKTp
HecTaOUIBHUX YMOB Mepexi. SIApoM Mozeni € CUMYJSTOp MEXaHi3My KOHCEHCYCY 3 LIMPOKHUMHU
MOXIIUBOCTSIMM HAaJAINTYBAaHHs, SIKMH Ja€ 3MOTy pPErylioBaTH KIIOYOBI IapaMeTpH, SK-OT:
IHTEpBaJll MIDX IIepellaBaHHsAMH, TalM-ayTH BHOOpIB 1 YacroTy BTpaT IOBiJIOMJIEHb. 3a
JIOTTOMOT'OF0 IIHOTO PiBHs KOH(DIrypamii Mo)KHa 3IHCHIOBATH KOMIUICKCHHIA aHaJi3 KOHCEHCYCHOL
TIOBE/IIHKU 32 Pi3HUMH MEPEKEBUMHU CIIEHApisMHU. Y CTaTTi 30CEpEKEHO yBary Ha MeETOJONOTii
PO3pOOKH MO, JIeTalli30BaHO TEOPETUYHI OCHOBH Ta CTpaTeril peaizalii, ki BAKOPUCTOBYIOTh
JUTs 320€3MeUeHHS PealiCTUYHOrO MPeICTaBIeHHs HecTablIbHOCTI Mepexi. 3aBIsIKH PO3TOPTAHHIO
miel Mopeni JOCHIIHMKH Ta CHCTEMHI apXiTEKTOpH MOXYTh OTpHMaTH TIJHOIIE pPO3yMiHHS
CTIMKOCTI Ta aJaNnTHBHOCTI KOHCEHCYCHHMX aJropuTMiB. Mojenb CIyrye iHCTPYMEHTOM JIIs
3aBYACHOTO BUSBJICHHS Ta BHUPILNIEHHS MOTEHIIHHUX TpOOJIeM y pPO3IMOJUICHNX CHCTEMaXx,
CHPHSIOYH PO3POOII OLIBII CTIHKUX 1 HAMIHHUX TEXHOJIOTIH.
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